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All the listed topics can be extended to a masters/PhD
degree in computer science by research. I will never
turn away an Honours student who needs a supervisor
in model-based machine learning no matter my
current capacity. If you are interested in a topic not
mentioned here (perhaps one of your own), then we
will work together to tailor it to the Honours
requirements. If you are interested in a topic here but
would like to approach the problem in your own way
with other sophisticated modelling techniques, such
as LSTMs or Bayesian techniques etc., we will redesign
your research curriculum together. I am a strong
believer in collaboration, you will notice that some of
the projects have co-supervisors outside the CS
department so that you can enjoy a variety of
supervision approaches from various domain experts.
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Predicting Student Performance using various Biographical and
Enrolment Observations
Supervised by: Dr. Ritesh Ajoodha, School of Computer Science and Applied Mathematics
Degree: COMS or BDA
Introduction and Problem Statement
Acceptance into a Wits university
programme is often a life changing
experience for most matriculants in
South Africa, being a promise of
higher income leading to a better
quality of life.
Sadly, most students who are
accepted
into
university
programmes fail to complete their
degree due to lack of performance or academic ability in their field of suspected interest. These
students often accumulate debt and waste many years struggling to qualify. In this research project
we will attempt to calculate the probability of a student to succeed in a set of possible degrees given
various background and enrolment features. There is no limit to the number of student who wish to
study this topic since the scope of this topic is very flexible. This research can easily be extended to
Masters and Ph.D. study.
Project Objective
Your system should be able to:
1. Predict the probability of a student’s success in a particular set of disciplines given various
background and enrolment observations.
2. Determine the value (probability) of taking combinations of subjects (actions) towards the
completion of a student’s degree.
3. Calculate alternative streamlines that might align the student with better options, so that
he/she can reconsider their academic standing.
Research Outcomes
Upon successful completion of this project you should have gained the following research skills:
1. Representing a set of observable random variables as a Bayesian network.
2. Conduct learning algorithms, such as maximum likelihood and Bayesian estimation, to learn
the parameters of factors in a model.
3. Calculate the posterior probability of test instances using likelihood estimation.
4. Derive inference algorithms to assess the value of feature combinations.
5. Evaluate the performance of the learned model using cross validation.
Additional and Related Reading:
Ritesh Ajoodha, Ashwini Jadhav, and Shalini Dukhan. Forecasting Learner Attrition for Student
Success at a South African University. Association for Computing Machinery. In Conference of the
South African Institute of Computer Scientists and Information Technologists 2020 (SAICSIT ’20),
September 14–16, 2020, Cape Town, South Africa. ACM, New York, NY, USA, 10 pages. pages: 19-28.
DOI: 10.1145/3410886.3410973. https://doi.org/10.1145/3410886.3410973.

Ritesh Ajoodha, Shalini Dukhan, and Ashwini Jadhav. Data-driven Student Support for Academic
Success by Developing Student Skill Profiles. The International Multidisciplinary Information
Technology and Engineering Conference. ISBN: 978-1-7281-9519-9
https://www.spu.ac.za/index.php/ieee-imitec-2020/.
Nastassja Philippou, Ritesh Ajoodha, and Ashwini Jadhav. Using Machine Learning Techniques and
Matric Grades to Predict the Success of First Year University Students. The International
Multidisciplinary Information Technology and Engineering Conference. ISBN: 978-1-7281-9519-9.
Thabo Ramaano, Ritesh Ajoodha and Ashwini Jadhav. Different Models Relating Prior Computer
Experience with Performance in First Year Computer Science. IRTM 2021 (International conference
on Interdisciplinary Research in Technology and Management in association with Taylor & Francis,
Kolkata, India. 26th -28th February, 2021.
Judith Mabunda, Ashwini Jadhav, and Ritesh Ajoodha. Sentiment Analysis of Student Textual
Feedback to Improve Teaching. IRTM 2021 (International conference on Interdisciplinary Research in
Technology and Management in association with Taylor & Francis, Kolkata, India. 26th -28th
February, 2021
Noluthando Mngadi, Ritesh Ajoodha, and Ashwini Jadhav. A Conceptual Model to Identify
Vulnerable Undergraduate Learners at Higher-Education Institutions. The International
Multidisciplinary Information Technology and Engineering Conference. ISBN: 978-1-7281-9519-9.
Eluwumi Buraimoh, Ritesh Ajoodha and Kershree Padayachee. Prediction of Student Success using
Student Engagement with Learning Management System. IRTM 2021 (International conference on
Interdisciplinary Research in Technology and Management in association with Taylor & Francis,
Kolkata, India (Virtual mode). 26th -28th February, 2021.
Lomthandazo Matsane, Ritesh Ajoodha, and Ashwini Jadhav. The use of Automatic Speech
Recognition in education for identifying attitudes of the Speakers. 7th IEEE CSDE 2020, the AsiaPacific Conference on Computer Science and Data Engineering 2020
Butcher, D. F., and W. A. Muth. "Predicting performance in an introductory computer science
course." Communications of the ACM 28.3 (1985): 263-268.
Campbell, Patricia F., and George P. McCabe. "Predicting the success of freshmen in a computer
science major." Communications of the ACM 27.11 (1984): 1108-1113.
Goold, Annagret, and Russell Rimmer. "Factors affecting performance in first-year computing." ACM
SIGCSE Bulletin 32.2 (2000): 39-43.
Spark, Linda. "Matric maths as a predictor of success in Information Systems—a study of Information
Systems students at the University of the Witwatersrand." Proceedings of the 35th Conference of
SACLA. 2005.

The Influence of Clarity on Career Choice and Academic Success in
First Year
Supervised by: Dr. Ritesh Ajoodha, School of Computer Science and Applied Mathematics
Co- supervised by Dr Shalini Dukhan, School of Animal, Plant and Environmental Sciences
Degree: COMS or BDA
Introduction and Problem Statement
In disciplines such as the Sciences
there is a widely acknowledged
need to grow the pool of talent
entering this domain, and in
terms of transformation and
redress in the South African
context there is a need for
diversification of members who
are part of the Science group of
professionals.
However, it is quite apparent
from the statistics produced by
the CHE that while there is an
increase in the number of
university registrants, due to the high rate of attrition, comparatively few students qualify with
degrees in Science. It is possible that challenges with decisions on career choice are underlining issues
for the retention of students in the Sciences. Students who enrol into a general Biological Sciences
degree have a variety of career options available to them, however they may remain undecided on a
firm career path.
Research has shown that motivation and interest are related to academic success at university. The
extent to which a clear career goal influences student academic success is yet to be understood even
though there may be links between definite career goals and motivation and interest to study. This
project answers the following research question: To what extent do students who are certain of their
choice for a job perform better in first year compared to students who are unsure of their career path?
Viewing this pattern of attrition with the lens of Science Identity could provide more insight into why
the current trends in attrition are still prevalent today and could also provide a mechanism to curb
attrition in first year.
Data for this project will come from the 2018 and 2019 cohorts of students within the Sciences.
Project Objective
Your system should be able to:
1. Predict the probability of a student’s academic success in a biological science given various
observations on career path decisions and interests.
2. Calculate whether decisions to follow either an academic research path, one in the medical
disciplines, or having little clarity in career choice align to student retention and achievement within
the biological sciences at university.
3. Determine the value of having a specific career path as a goal aligns with the extent to which
students have developed their Science Identity.

Research Outcomes
Upon successful completion of this project, you should have gained the following research skills:
1. Representing a set of observable random variables as a Bayesian network.
2. Conduct learning algorithms, such as maximum likelihood and Bayesian estimation, to learn the
parameters of factors in a model.
3. Calculate the posterior probability of test instances using likelihood estimation.
4. Derive inference algorithms to assess the value of feature combinations.
5. Evaluate the performance of the learned model using cross validation.
Additional and Related Reading:
Tasneem Abed, Ritesh Ajoodha, and Ashwini Jadhav. A Prediction Model to Improve Student
Placement at a South African Higher Education Institution. 2020 International SAUPEC/
RobMech/PRASA Conference. IEEE, 978-1-7281-4162-6/20/, 2020. DOI:
10.1109/SAUPEC/RobMech/PRASA48453.2020.9041147.
https://ieeexplore.ieee.org/document/9041147.
Ndiatenda Ndou, Ritesh Ajoodha, and Ashwini Jadhav. A Case Study: Educational Data-mining to
Determine Student Success at Higher Education Institutions. The International Multidisciplinary
Information Technology and Engineering Conference. ISBN: 978-1-7281-9519-9.
Eccles, J. (2009). Who am I and what am I going to do with my life? Personal and collective identities
as motivators of action. Educational Psychologist, 44, 78–79.
George, R. (2000). Measuring change in students’ attitudes toward science over time: An application
of the latent variable growth modeling. Journal of Science Education and Technology, 9, 213–225.
Hernandez, P. R., Schultz, P. W., Estrada, M., Woodcock, A., & Chance, R. C. (2013). Sustaining
optimal motivation: A longitudinal analysis of interventions to broaden participation of
underrepresented students in STEM. Journal of Educational Psychology, 105, 89–107.
Hernandez, P. R., Hopkins, P. D., Masters, K., Holland, L., Mei, B. M., Richards-Babb, M., Quedado, K.
& Shook, N. J. (2018). Student Integration into STEM Careers and Culture: A Longitudinal
Examination of Summer Faculty Mentors and Project Ownership. CBE Life Science Education, 17(3),
ar50.
Robinson, K.A., Perez, T., Nuttall, A.K., Roseth, C.J. & Linnenbrink-Garcia, L. (2018). From Science
Student to Scientist: Predictors and Outcomes of Heterogeneous Science Identity Trajectories in
College. Developmental Psychology, 54 (10), 1977-1992.
Szelényi, K., Bresonis, K. & Mars, M. (2016). Who Am I versus Who Can I Become?: Exploring
Women’s Science Identities in STEM Ph.D. Programs. The Review of Higher Education, 40 (1), 1-31.
DeWitt, J., Osborne , J., Archer, L., Dillon, D., Willis, B. & Wong, B. (2013). Young Children's
Aspirations in Science: The unequivocal, the uncertain and the unthinkable, International Journal of
Science Education, 35:6, 1037-1063.

The Recognition of Indigenous Plants in South Africa
Supervised by: Dr. Ritesh Ajoodha, School of Computer Science and Applied Mathematics
Co- supervised by Dr Shalini Dukhan, School of Animal, Plant and Environmental Sciences
Co- supervised by: Dr. Ida Risenga, School of Animal, Plant and Environmental Sciences
Degree: COMS or BDA
Introduction and Problem Statement
Medicinal plants are a major form of
economic revenue globally. In South
Africa the use of plants for the purpose
of holistic healing is well known.
However, the proper identification of
these plants does require attention.
Developing an automated system that
allows for identification of different
plant species that are indigenous to
South Africa could assist in more
accurate identification systems. This
project proposes the use of machine
learning techniques as an automated
method for the recognition of
indigenous plants in South Africa.
Observational analysis on leaves from a
variety of medicinal plant species will be
done by studying leaf features as inputs for
computer analysis. The best classifier will
be reported on in this study.
This
knowledge could be useful in primary
health care and can help taxonomists
develop more efficient identification
methods. This could also lead to the
preservation of indigenous plant species
and thus be useful in conservation
methods.

Project Objective
Your system should be able to:
1. Determine the value (probability) of taking different plant leaf characteristic combinations
(actions) to find the best identifiers for recognition of indigenous plant species.
2. Determine the best classifier which accurately identifiers the species of indigenous plants based
on leaf characteristics.

Research Outcomes
Upon successful completion of this project, you should have gained the following research skills:
1. Representing a set of observable random variables as a Bayesian network.
2. Conduct learning algorithms, such as maximum likelihood and Bayesian estimation, to learn the
parameters of factors in a model.
3. Calculate the posterior probability of test instances using likelihood estimation.
4. Derive inference algorithms to assess the value of feature combinations.
5. Evaluate the performance of the learned model using cross validation.
Additional and Related Reading:
Abdullahi, A.A. (2011). Trends and challenges of traditional medicine in Africa. African Journal of
Traditional Complementary and Alternative Medicine, 8(S):115-123.
Balunas, M. J. and Kinghorn, A. D. (2005). Drug discovery from medicinal plants. Life Sciences, 78: 431441.
Begue, A., Kowlessur, V., Singh, U., Mahomoodally, F. and Pudaruth, S. (2017). Automatic
Recognition of medicinal plants using machine learning techniques. International Journal of
Advanced Computer Science and Applications, vol. 8, no. 4, pp. 166-175.
Dahlberg, A.C. and Trygger, S. (2009). Indigenous medicine and primary health care: the importance
of lay knowledge and use of medicinal plants in rural South Africa. Human Ecology, 37:79-94.
Du, J.X., Wang, X.F. and Zhang, G.J., 2007. Leaf shape based plant species recognition. Applied
Mathematics and Computation, 185, 883-893.
Fennell, C. W., Lindsey, K. L., McGaw, L. J., Sparg, S. G., Stafford, G. I., Elgorashi, E. E., Grace, O.M.
and Van Staden, J. (2004). Assessing African medicinal plants for efficacy and safety: pharmacological
screening and toxicology. Journal of Ethnopharmacology, 94 (2): 205-217.

Measuring broadband connectivity and broadband divides in
Africa/South Africa using crowdsourced data
Supervised by: Dr. Ritesh Ajoodha, School of Computer Science and Applied Mathematics
Co- supervised by: Dr. Halfdan Lynge-Mangueira, School of Governance
Degree: COMS or BDA
Introduction and Problem Statement
Fast internet contributes to the
economy by creating high-skilled jobs,
increasing productivity, and boosting
standards of living. It also contributes
to more transparent public institution
and to improving public service
delivery.
Broadband connectivity is therefore
central to the development strategies
of many countries, including South
Africa. Measurement of connectivity
and associated broadband divides is an essential foundation for telecommunications and digital policy.
However, traditional broadband measures face challenges of data completeness, accuracy, relevance,
timeliness, and accessibility.
The objective of this project is to investigate the potential for measuring broadband connectivity and
broadband divides in Africa/South Africa using crowdsourced data on the connectivity speed of
millions/thousands of users.
Additional and Related Reading:
Ritesh Ajoodha and Benjamin Rosman. Advancing Intelligent Systems by Learning the Influence
Structure between Partially Observed Stochastic Processes using IoT Sensor Data. AAAI SmartIoT: AI
Enhanced IoT Data Processing for Intelligent Applications, New Orleans Riverside, New Orleans,
Lousiana, USA., May 2018.
https://aaai.org/ocs/index.php/WS/AAAIW18/paper/download/16840/15567
Ritesh Ajoodha and Benjamin Rosman. Tracking Influence between Naïve Bayes Models using ScoreBased Structure Learning. The Pattern Recognition Association of South Africa (PRASA). DOI:
10.1109/RoboMech.2017.8261134 https://ieeexplore.ieee.org/document/8261134.
Bornman, Elirea. "Information society and digital divide in South Africa: results of longitudinal
surveys." Information, Communication & Society 19.2 (2016): 264-278.
Pejovic, Veljko, et al. "Broadband Adoption| The Bandwidth Divide: Obstacles to Efficient Broadband
Adoption in Rural Sub-Saharan Africa." International Journal of Communication 6 (2012): 25.
Prieger, James E., and Wei-Min Hu. "The broadband digital divide and the nexus of race,
competition, and quality." Information economics and Policy 20.2 (2008): 150-167.

Using Neural Networks for Lightning Flash Prediction within South
Africa using Historical Time-Series Data
Supervised by: Dr. Ritesh Ajoodha, School of Computer Science and Applied Mathematics
Co- supervised by: Dr. Hugh Hunt, School of Electrical and Information Engineering
Mentored by: Mr. Jason Smit, School of Electrical and Information Engineering
Degree: COMS or BDA
Introduction and Problem Statement

Lightning is an electrostatic
discharge that results in a
spectacular
display
of
electromagnetic radiation and
a pressure wave called
thunder. There are between
30-to-100 lightning discharges
every second on earth. About
seventy-five percent of these
lightning events originates and
ends in the clouds; this type of
lightning is called cloud-tocloud lightning. The remaining
lightning originates from the
cloud and discharges to the
ground; this is called Cloud-toGround (CG) lightning.
Lightning is responsible for both human and economic loss. Estimates indicate that 264people on average die from lightning events in South Africa every year. Further, lightning is
responsible for about twenty percent of all outages from electrical distribution in South
Africa. Knowing the quantity of lightning helps to reduce human loss and assist in planning for
expected lightning damage. The South African Lightning Detection Network (SALDN) is the
most accurate lightning detection tool available for lightning detection in South Africa.
Although lightning is familiar and well researched, its prediction remains challenging.
Academic studies have used Numerical Weather Prediction (NWP) data to build a weather
model for lightning forecasts. Neural networks have been the most popular tool to predict
lightning-flashes in recent years. In this research you will use a wealth of literature and models
available to try predict the behaviour of lighting in South Africa.
The above text is adapted from Essa, Ajoodha and Hunt [2020].
Additional and Related Reading:
Yaseen Essa, Ritesh Ajoodha and Hugh Hunt. Evaluation: A Long-Short-Term-Memory Recurrent
Neural Network Model for Lightning Flash Prediction within Southern Africa using historical time-

series data. 7th IEEE CSDE 2020, the Asia-Pacific Conference on Computer Science and Data
Engineering 2020

Effect of Aquatic Invasives on Water Quality in South Africa
Supervised by: Dr. Ritesh Ajoodha, School of Computer Science and Applied Mathematics
Co- supervised by: Dr. Ashwini Jadhav, Faculty of Science
Degree: COMS or BDA
Introduction and Problem Statement

Aquatic Invasive plants are a huge problem in South Africa causing severe environmental
issues like accessibility to potable water, affecting water quality etc. It therefore stands to
reason that identifying the features (parameters) that affect the spread of these invasive
plants is of paramount importance. This project proposes the use of machine learning
techniques as an automated method for identification of different parameters that aid in the
spread of aquatic invasives.
Observational analysis of
water parameters will act
as inputs for computer
analysis.
The
best
classifier will be reported
on in this study. This
knowledge could be
useful in reporting on the
detrimental impacts of
alien invasives on water
resources in South Africa.
Research Outcomes
Upon successful completion of this project, you should have gained the following research skills:
1. Representing a set of observable random variables as a Bayesian network.
2. Conduct learning algorithms, such as maximum likelihood and Bayesian estimation, to learn the
parameters of factors in a model.
3. Calculate the posterior probability of test instances using likelihood estimation.
4. Derive inference algorithms to assess the value of feature combinations.
5. Evaluate the performance of the learned model using cross validation.

Additional and Related Reading:
Jadhav, Ashwini Mohan. Integrated control of water hyacinth using a retardant dose of
glyphosate herbicide. Diss. 2011. http://wiredspace.wits.ac.za/handle/10539/11338

Accurate, Real-time Lightning Trigger for High-speed Cameras
Supervised by: Dr. Ritesh Ajoodha, School of Computer Science and Applied Mathematics
Co- supervised by: Dr. Hugh Hunt, School of Electrical and Information Engineering
Mentored by: Mr. Jason Smit, School of Electrical and Information Engineering
Degree: COMS or BDA
Introduction and Problem Statement

Modern high-speed cameras operating at over 10,000 fps are invaluable tools for studying
electrical discharges such as lightning or high-voltage flashovers. However, the high frame
rate also leads to large data storage needs - a typical 1 second video can use as much as 15
GigaByte. Couple this with the stochastic nature of such events (ie. lightning or flashovers are
random and therefore, it is not possible to know when to “film”) and a problem arises in
accurately and efficiently capturing such events.

Many motion trigger solutions for cameras exist (often based on the percentage of changing
pixels) and there exist several approaches but the possibilities of false triggers are high. Given
the size of the high-speed video files, this is not a tenable solution. This indicates that a more
“intelligent” triggering system made be needed, one that reduces false triggers. Investigations
on applying such techniques to the high-speed videos themselves have been performed, but
the large number of frames is a challenge – instead, a dataset of low frame rate lightning
images will be provided, which could be used to train such a system.
Project Objectives:
1. Develop an automated camera triggering system specifically for triggering a highspeed camera on lightning events, with a very high accuracy (>98%) that can be
operated in real-time (ie. fast processing time <500 ms) and using limited hardware.
2. Investigate a number of solutions that balance accuracy and real-time operation. For
example, simple pixel-percentage changes may lead to fast responses, but a lower
accuracy whereas a machine learning solution may improve accuracy but not be as
effective in real-time.
Research outcomes:

Upon successful completion of this project, you should have gained the following research
skills:
1. Investigate an unknown field and select the relevant literature, in order to understand
what your dataset truly means.
2. Understand what type of processing of data may be necessary before any machine
learning algorithms can be effectively applied, particularly in the case of image
processing.
3. Select the relevant machine learning approach for given problem and constraints.

Additional and Related Reading:
Saba, M. M. F., Ballarotti, M. G., and Pinto, O. (2006), Negative cloud‐to‐ground lightning
properties from high‐speed video observations, J. Geophys. Res., 111, D03101,
doi:10.1029/2005JD006415.
J.R. Smit, H.G.P. Hunt, T. Cross, C. Schumann and T.A. Warner, Generation of metrics by
semantic segmentation of high speed lightning footage using machine learning,
SAUPEC/RobMech/PRASA Conference, Cape Town, South Africa, 2020, pp. 1-6, doi:10.1109/
SAUPEC/RobMech/PRASA48453.2020.9041123.
H.G.P. Hunt, Dataset of photographed lightning events attaching to and around the Brixton
tower, Johannesburg, South Africa for the 2015-2016 thunderstorm season., Data in Brief
(impact factor: 0.97), vol. 30, 2020, 105630, ISSN 2352-3409, doi:10.1016/j.dib.2020. 105630.

Bayesian Network Approach to Lightning Ground-Strike Points (GSP)
Analysis
Supervised by: Dr. Ritesh Ajoodha, School of Computer Science and Applied Mathematics
Co- supervised by: Dr. Hugh Hunt, School of Electrical and Information Engineering
Mentored by: Mr. Jason Smit, School of Electrical and Information Engineering
Degree: COMS or BDA
Introduction and Problem Statement

A single lightning “flash” can consist of multiple pulses of current called “strokes”. Lightning
Detection Networks (LDNs) detect the propagated electromagnetic pulses radiated from
these strokes and can geolocate where they occurred. Because there are slight errors
involved, a single lightning “flash” may be represented by a small cluster of geolocated
“strokes” by these systems.

The challenge comes with multiple strike point flashes, where different “strokes” within a
single flash strike more than one location on the ground. In this case, the small cluster actually
represents multiple ground-strike points (GSP). A number of approaches have been applied
(for example k-means clustering) to develop algorithms that can identify the individual GSPs
from a cluster of reported LDN stroke locations. As yet, no one has tried to represent a
lightning flash as a Bayesian Network.
Project Objectives:
1. Predict the probability that a subsequent stroke detection is part of a previous strike
point location, or is a new GSP.
2. Group different stroke reports into the relevant flash and ground-strike points that
make up the flash.
3. Evaluate the system against a dataset (to be provided) of ground-truth footage of
multiple ground-strike point flashes.

Research outcomes:
Upon successful completion of this project, you should have gained the following research
skills:
1. Investigate an unknown field and select the relevant literature, in order to understand
what your dataset truly means.
2. Represent a set of observable random variables as a Bayesian network
3. Represent the lightning occurrence of region as a prior probability distribution.
Additional and Related Reading:
H.G.P. HUNT, Lightning Location System Detections as Evidence: A Unique Bayesian
Framework, in IEEE Transactions on Geoscience and Remote Sensing (impact factor: 5.855),
doi:10.1109/TGRS.2020. 3000680 Published: Early Access.
M. Matsui, K. Michishita, and S. Yokoyama. “Characteristics of Negative Flashes With Multiple Ground Strike Points Located by the Japanese Lightning Detection Network. ” IEEE
Transactions on Electromagnetic Compatibility , vol. 61, no. 3, pp. 751–758, 2019.
Pédeboy, S.. “Validation of a ground strike point identification algorithm based on ground
truth data.” ILDC, 2014.

Tracking Influence between Bayesian Networks for Density Estimation
or Knowledge Discovery
Supervised by: Dr. Ritesh Ajoodha, School of Computer Science and Applied Mathematics
Degree: COMS or BDA
Current structure learning
practices
in
Bayesian
networks
have
been
developed to learn the
structure between observable
variables and learning latent
parameters independently.
One exception establishes a
variant of EM for learning the
structure
of
Bayesian
networks in the presence of
incomplete data.
However, no method has demonstrated learning the influence structure between latent
variables that describe (or are learned from) several observations. In this project you will
devise a method that learns a set of Bayesian networks independently given a partitioned set
of observations, and then attempt to track the high-level influence structure between these
networks. The latent parameters of each model can be relearned to fine-tune the influence
distribution between models for density estimation of new observations.
You will have to provide experimental results to demonstrate the effectiveness of your nonparametric method. Applications of this method include knowledge discovery and density
estimation in situations where we do not fully observe characteristics of the environment.
Additional and Related Reading:

Ajoodha, Ritesh, and Benjamin S. Rosman. "Learning the influence structure between
partially observed stochastic processes using IoT sensor data." AAAI, 2018.
Ajoodha, Ritesh, and Benjamin Rosman. "Tracking influence between naïve Bayes models
using score-based structure learning." 2017 Pattern Recognition Association of South Africa
and Robotics and Mechatronics (PRASA-RobMech). IEEE, 2017.
Ajoodha, Ritesh. Influence modelling and learning between dynamic Bayesian networks
using score-based structure learning. WITS Wirespace. 2018.

Forecasting the South African Unemployment Rate using Deep
Learning and Bayesian Techniques
Supervised by: Dr. Ritesh Ajoodha, School of Computer Science and Applied Mathematics
Mentored by: Mr. Rudzani Mulaudzi, School of Computer Science and Applied Mathematics
Degree: COMS or BDA
Introduction and Problem Statement

The
South
African
unemployment rate is currently
30%. Economists speculate that
due to the Covid-19 lock-down
regulations, this rate is likely to
exceed
50%.
A
high
unemployment
rate
is
considered by many to be a sign
of an unhealthy economy.
Hence, there is a significant
interest
in
forecasting
unemployment rates across the
world. Corporations often use
these forecasts to decide which
countries to target for expansion purposes.
Unemployment is typically forecasted using univariate methods, which only look at the past
movement of the unemployment rate to predict its future movements. The most common
techniques are the Autoregressive Integrated Moving Average (ARIMA) and Holt-Winters.
These are used to predict unemployment rates across the world. However, these methods
have limitations because they only rely on the past values of the target variable to predict its
future values. Ignoring other variables that might influence the variable of interest. In this
research you will use a wealth of literature and models available to try predicting the
precarious nature of unemployment in South Africa.
The above text is adapted from Mulaudzi and Ajoodha [2020].
https://github.com/rudzanimulaudzi/sarb_feature_set
Additional and Related Reading:
Rudzani Mulaudzi and Ritesh Ajoodha. Demonstration that the use of feature selection on high
dimensional South African macroeconomic data results in improved performance with lower
compute requirements. Sixth International Congress on Information and Communication Technology
(6th ICICT 2021) | 25 - 26 February 2021 | London, United Kingdom. SPRINGER.
Rudzani Mulaudzi and Ritesh Ajoodha. Application of deep learning to forecast the South African
unemployment rate: a multivariate approach. 7th IEEE CSDE 2020, the Asia-Pacific Conference on
Computer Science and Data Engineering 2020

Rudzani Mulaudzi and Ritesh Ajoodha. An Exploration of Machine Learning Models to Forecast the
Unemployment Rate of South Africa: A Univariate Approach. The International Multidisciplinary
Information Technology and Engineering Conference. ISBN: 978-1-7281-9519-9.

Classification by Artist/Mood/Genre using Content-based Features
Supervised by: Dr. Ritesh Ajoodha, School of Computer Science and Applied Mathematics
Degree: COMS or BDA
Introduction and Problem Statement
Even though music classification is still shrouded
in uncertainty, it seems clear that with it we are
striving towards a music ontology which is
different from single-labelled classification.
Music genre/artist/mood, to a large extent,
pertains to style and form. The style and form of
a piece of music is constructed to attain a degree
of functional requirements (e.g. pitch, timbre,
and rhythm) that satisfy a particular consumer
market (e.g. American metal-heads, European
classicists, African tribal listeners).
Music content-based features can be classified
into four main groups: timbre, pitch, rhythmic,
and chordal features. You will be required to use
these features to train an off-the-self classifier
that will perform music genre/mood/artist classification. This research can be extended to Masters
and Ph.D. study.
Project Objective
Your system should be able to:
1. Automatically classify pieces of music by genre, artist, or mood using only content-based
features.
Research Outcomes
Upon completion of this project you should have gained the following research skills:
1. Designing a corpus construction of music or using an orthodox dataset.
2. Describe or design features to detect aspects of music from the magnitude spectrum.
3. Use principal component analysis or information-gain ranking to perform feature selection.
4. Use off-the-self classifiers, such as Naïve Bayes, random forests, neural networks, support
vector machines, and logistic regression, to perform genre, artist, or mood classification.
5. Evaluate the performance of the learnt model using cross validation.
Additional and Related Reading:
Ritesh Ajoodha, Richard Klein, and Benjamin Rosman. Single labelled Music Genre Classification
using Content-based Features. In IEEE proceedings, Pattern Recognition Association of South Africa
and Robotics and Mechatronics International Conference (PRASA-RobMech), 2015, pages 66–71, Nov
2015.
Dhevan S. Lau and Ritesh Ajoodha. Music Genre Classification: A Comparative Study Between DeepLearning and Traditional Machine Learning Approaches. Sixth International Congress on Information

and Communication Technology (6th ICICT 2021) | 25 - 26 February 2021 | London, United Kingdom.
SPRINGER
Tshepo Nkambule and Ritesh Ajoodha. Classification of Music by Genre using Probabilistic Graphical
Models and Deep Learning Models. Sixth International Congress on Information and Communication
Technology (6th ICICT 2021) | 25 - 26 February 2021 | London, United Kingdom. SPRINGER
Sturm, B. L., & Noorzad, P. (2012). On automatic music genre recognition by sparse representation
classification using auditory temporal modulations. Computer music modeling and retrieval, 379394.

The Application of Bayesian methods and Deep learning to Forecast
River Discharge and Groundwater Levels in the Grootfontein Aquifer
Supervised by: Dr. Ritesh Ajoodha, School of Computer Science and Applied Mathematics
Co-supervised by: Dr. Helen Seyler, Delta-H Groundwater Systems Pty Ltd
Degree: COMS or BDA
Introduction and Problem Statement

Roughly 20-25% of the world’s
population
depends
on
ground- water obtained from
karstic aquifers. Karst aquifers
are a special type of fractured
rock in which, the water
present in the fractures,
dissolves the rock and
significantly increases the
fractures into passages that
carry groundwater flow.
The Grootfontein aquifer is a
karstic aquifer found in the
North-West province of South
Africa that supplies about 20%
of Mahikeng’s domestic water supply.
Springs emanating from the Grootfonetin compartment are important sources of water as a
significant amount of the population in the Mafikeng and other surrounding areas heavily
depend on water obtained from these karst springs. The Molopo Eye near Mafikeng (depicted
in Figure 1 and also the focus of this study) is an important source of water as it not only feeds
into the Molopo River but is also a source of drinking water for the surrounding rural
communities. However, there is not enough information on temporal patterns of spring
discharge from the surrounding gauge stations. Furthermore, the dolomite compartment is
also subject to significant abstraction of groundwater mainly for irrigation purposes. The
Grootfontein Eye which was another spring that was in the compartment dried up during
1981, which has been attributed to significant abstraction resulting in a decline of
groundwater levels in the compartment. In this research you will use a wealth of literature
and models available to try predicting the precarious nature of ground-water flow and
discharge rates in the Grootfonetin aquifer.
The above text is adapted from Kanyama, Ajoodha, Seyler, and Tutu [2020].
https://github.com/yolanda345/Master-s-thesis-.git
Additional and Related Reading:

Yolanda Kanyama, Ritesh Ajoodha, Helen Seyler, Ndivhuwo Makondo, and Hlanganani Tutu
Application of Recurrent Neural Networks for Scenario Modelling of Groundwater Levels: A Case
Study of the Grootfontein Aquifer. IRTM 2021 (International conference on Interdisciplinary
Research in Technology and Management in association with Taylor & Francis, Kolkata, India. 26th 28th February, 2021.
Yolanda Kanyama, Ritesh Ajoodha, Helen Seyler, Ndivhuwo Makondo, and Hlanganani Tutu.
Application of Artificial Neural Networks to Forecast Discharge Rates: A Case Study of the
Grootfontein Aquifer. 7th IEEE CSDE 2020, the Asia-Pacific Conference on Computer Science and
Data Engineering 2020
Yolanda Kanyama, Ritesh Ajoodha, Helen Seyler, Ndivhuwo Makondo, and Hlanganani Tutu.
Application of Machine Learning Techniques in Forecasting Groundwater Levels in the Grootfontein
Aquifer. The International Multidisciplinary Information Technology and Engineering Conference.
ISBN: 978-1-7281-9519-9.

Towards Algorithmic Music Composition: Mapping Chordal
Progressions from the Magnitude Spectrum to Symbolic Notation
Supervised by: Dr. Ritesh Ajoodha, School of Computer Science and Applied Mathematics
Degree: COMS or BDA
Brief Description:
Many international surveys rank music as one of life’s supreme
sources of pleasure and emotional power. Ludwig Van
Beethoven, one of the greatest composers who lived, has
composed more than 400 pieces of music - 32 of which are
piano solo compositions called ‘piano sonatas’. Each piano
sonata consists of flowing modulating chords, journalising the
capabilities and complexity of music theory.
This masterpiece of chordal arrangements cannot be
converted directly from the magnitude spectrum of a music
clip to a symbolic representation that we can use to train a
generative model. We can however approximately correlate
chordal sounds, from a music clip, to a symbolic representation
using a mathematical mapping. In this project we will establish
such a mapping using machine learning. This research can be
extended to Masters and Ph.D. study.

Figure 1 Ludwig Van Beethoven

Project Objective
Your system should be able to:
1. Learn a criteria to classify different musical chords using only content based features.
Research Outcomes
Upon completion of this project you should have gained the following research skills:
1. Explain the difference between spectral and symbolic representations of sound.
2. Use features to describe aspects of the magnitude spectrum.
3. Classifying chordal progressions from the magnitude spectral features into a symbolic
notation using Naïve Bayes, random forests, support vector machines, multilayer
perceptrons, or logistic regression classifiers.
4. Use sound representational software, such as JFugue, to produce chordal sounds.
Additional and Related Reading:
Ritesh Ajoodha, Richard Klein, and Marija Jakovljevic. Using statistical models and evolutionary
algorithms in algorithmic music composition. In Khosrow-Pour Mehdi, editor, The Encyclopedia of
Information Science and Technology. IGI Global, Hershey, Pennsylvania, United States, 3rd edition,
2014.
Geem, Z. W., & Choi, J. Y. (2007). Music composition using harmony search algorithm. In Applications
of Evolutionary Computing (pp. 593-600). Springer Berlin Heidelberg.
Marques, M., Oliveira, V., Vieira, S., & Rosa, A. C. (2000). Music composition using genetic
evolutionary algorithms.

Algorithmic Music Composition using Dynamic Bayesian Models
Supervised by: Dr. Ritesh Ajoodha, School of Computer Science and Applied Mathematics
Degree: COMS or BDA
Brief Description:
Studies from the University of California
found that music trains the brain for
higher forms of thinking. Many artists
spend years formulating models and
techniques
to
develop
musical
compositions.
Some
argue
that
computers can never contribute to
musical innovation, whereas some claim
that innovation and influence are not
separate concepts.
In this research we will attempt to
compose music using dynamic Bayesian
Figure 2 an example of music manuscript.
models which can capture fine-grained
structure; developments; articulation; dynamics; and harmonization in musical melodies. We will
achieve this by examining musical manuscripts and represent them in a form (interval notation) that
can be used to train a generative model (Bayesian Network). We will then use various sampling
methods to extract compositions from our model. This research can be extended to Masters and Ph.D.
study.
Project Objective
Your system should be able to:
1. Generate harmonisations by ‘studying’ musical compositions.
Research Outcomes
Upon completion of this project you should have gained the following research skills:
1. Translate musical manuscript notation into symbolic notation.
2. Represent symbolic features as a set of observable variables in a hierarchical dynamic
Bayesian network (HDBN).
3. Conduct learning algorithms, such as maximum likelihood and Bayesian estimation, to learn
the parameters of factors in a HDBN.
4. Demonstrate practical knowledge by drawing probabilistic graphical models using plate and
graphical notations.
5. Learning latent composite variables using expectation maximization.
6. Sampling compositions from a HDBN.
7. Evaluate the performance of the learnt model using cross validation.
Additional and Related Reading:
Temperley, David. Music and probability. The MIT Press, 2007.
Marc Marsden and Ritesh Ajoodha. Algorithmic Music Composition using Probabilistic Graphical
Models and Artificial Neural Networks. Pattern Recognition Association of South Africa 2021

Goodman, Rodney M., and Randall R. Spangler. "Music composition." U.S. Patent No. 5,736,666. 7
Apr. 1998.

Image Recognition using a Bag-of-features Approach
Supervised by: Dr. Ritesh Ajoodha, School of Computer Science and Applied Mathematics
Degree: COMS or BDA
Brief Description:
Image recognition is a well explored area in artificial intelligence. This project is a comprehensive
introduction to image recognition. The student will be required to capture images of any set of objects
using a webcam; extract features from the images; train multiple classifiers; use a trained classifier to
recognise objects in real-time; can compare the performance of multiple trained classifiers in realtime. Although this workflow is introductory, it is required for more advanced Masters and Ph.D.
projects.

Figure 3 Adapted from the article "How To Implement Object Recognition on Live Stream".

Project Objective
Your system should be able to:
Learn to identify various objects using the bag-of-feature approach to image classification paired with
multiple classifiers.
Research Outcomes
Upon completion of this project you should have gained the following research skills:
1. Collect images of various objects using a webcam.
2. Use the bag-of-features approach to represent a set of images.
3. Classifying images (of objects) using various classifiers. Such as Naïve Bayes, random forests,
support vector machines, multilayer perceptrons, or logistic regression classifiers.
4. Deploy the trained classifier using the webcam to recognise objects.
5. Compare the performance of the trained classifiers in real-time using a webcam.
Additional and Related Reading:
https://www.iotforall.com/objects-recognition-live-stream-yolo-model/

Mining Intervention Data using various Machine Learning Techniques
like Sentiment analysis, text mining, and topic models
Supervised by: Dr. Ritesh Ajoodha, School of Computer Science and Applied Mathematics
Co- supervised by: Dr. Ashwini Jadhav, Faculty of Science
Degree: COMS or BDA
Source of Data
Dr. Ashwini from the Faculty of Science routinely consults the undergrad students to establish the
various types of challenges that they face at different times of the academic year.
The challenges could potentially range from academic/ social challenges to financial issues and
accommodation concerns. The data gathered through these consultations are typically captured
onto a Intervention portal and is further mined for trends to potentially inform new interventions.

Additional Readings
Agarwal, Apoorv, et. al. "Sentiment analysis of twitter data." Proceedings of the Workshop on
Language in Social Media (LSM 2011). 2011.
Blei, David M. "Probabilistic topic models." Communications of the ACM 55.4 (2012): 77-84.
van Velzen, Ewoud JJ, et al. "Multilevel data analysis of a crossover designed human nutritional
intervention study." Journal of proteome research 7.10 (2008): 4483-4491.
Kratochwill, Thomas R., and Joel R. Levin. Single-case intervention research: Methodological and
statistical advances. American Psychological Association, 2014.

Automatic Labelling of Student Results as PCD; RET; MBR; and MRNM
Supervised by: Dr. Ritesh Ajoodha, School of Computer Science and Applied Mathematics
Degree: COMS or BDA
Introduction and Problem Statement
Perhaps the most stressful aspect of a student’s life is acquiring and maintaining a strong academic
record. If students do not demonstrate propitious learning and improvement they are often excluded
from university programmes. The burden of evaluating the prospective performance of a student rests
on the teaching and learning committee of each respective school. Failure to perform this role skilfully
will result in a loss of potential talent that the university could have later benefitted from.
Wits University has long since designed a set of
outcome-codes which is intended to classify a
student’s academic report into one of four possible
outcome-codes. Possible outcome-codes include
PCD, where the student can proceed to the next year
of study; RET, where the student needs to repeat
some subjects in order to continue to the next year;
MBR, which indicates that the student will be
excluded for poor performance, but does not need to appeal to be allowed re-admission; and MRNM,
which indicates that the student has been excluded and will have to appeal for re-admission.
In this research project we will attempt to create an auto-tagging system which examines student
grades and assigns an outcome-code. Your system will attempt to learn the delicate boundaries
between these class labels (PCD, RET, MBR, and MRNM) by accessing training data assembled, over
many years, by the teaching and learning committee. Such committees can use your system to assist
them with making decisions on how to classify student grades.
NB: The criteria with which to assign these class-labels are not straightforward. E.g. We may want to
recommend the label RET to a student who only gets results in a range of 50-55, given that we
discovered in our training data that students who obtaining results like these were likely to fail the
following year. In this case, the student would be better-off rewriting some of their subjects.
Project Objective
Your system should be able to:
1. Assign an outcome-code to a set of grades, by establishing some criteria to assess class labels,
using the provided training data.
2. Recommend the best course of action for a student to undertake towards completion of their
degree or otherwise.
Research Outcomes
Upon completion of this project you should have gained the following research skills:
1. Perform classification using some common approaches such as Naïve Bayes, random forests,
support vector machines, or multilayer perceptrons.
2. Representing a set of observable variables using a Bayesian network.
3. Conduct learning algorithms, such as maximum likelihood and Bayesian estimation, to learn
the parameters of factors in a Bayesian network.
4. Predict the probability of assigning a class-label using a Bayesian network.

5. Perform exact inference algorithms.
6. Evaluate the performance of the learnt model using cross validation.
7. Compare and contrast the performance of the attempted classification procedures.
Additional and Related Reading
Minaei-Bidgoli, Behrouz, et al. "Predicting student performance: an application of data mining
methods with an educational web-based system." Frontiers in education, 2003. FIE 2003 33rd
annual. Vol. 1. IEEE, 2003.
Al-Radaideh, Qasem A., Emad M. Al-Shawakfa, and Mustafa I. Al-Najjar. "Mining student data using
decision trees." International Arab Conference on Information Technology (ACIT'2006), Yarmouk
University, Jordan. 2006.
Michie, Donald, David J. Spiegelhalter, and Charles C. Taylor. "Machine learning, neural and
statistical classification." (1994).
Dietterich, Thomas G. "Ensemble methods in machine learning." International workshop on multiple
classifier systems. Springer Berlin Heidelberg, 2000.
Kotsiantis, Sotiris B., I. Zaharakis, and P. Pintelas. "Supervised machine learning: A review of
classification techniques." (2007): 3-24.
Quinlan, J. Ross. "Induction of decision trees." Machine learning 1.1 (1986): 81-106.

Modelling Books by Topic in the Wits Mathematical Science Library
Supervised by: Dr. Ritesh Ajoodha, School of Computer Science and Applied Mathematics
Degree: COMS or BDA
Introduction and Problem Statement
Text classification is a common problem in
machine learning. By organising text in terms of
a distribution of different topics we can
significantly improve information retrieval and
recommendation. An existing approach using
probabilistic graphical models, called latent
Dirichlet allocation (LDA), is a generative model
that explains the groups/topics of observations
by using a latent component.
In this research project we will develop a system
to assist the Wits Mathematical Science Library to organise their thousands of library books into
various topics. This research can be extended to Masters and Ph.D. study.

Figure 4 Adapted from Topic Modelling and Network Analysis by Scott Weingart

Project Objective
Your system should be able to:
1. Organise hundreds of texts (books, articles, or even manuscripts) by their respective topics
using only content-based features.

Research Outcomes
Upon completion of this project you should have gained the following research skills:
1. Applying data collection methods to construct a data-set.
2. Formulate and explain the LDA representation using plate notation.

3. Learn latent variables by applying the Expectation Maximization Algorithm (EM Algorithm).
4. Perform maximum likelihood or Bayesian estimation to calculate the parameters of each
respective factor in the topic model.
5. Motivate the importance of using a conjugate prior.
6. Evaluate the performance of the learnt model using cross validation.
Additional and Related Reading:
Skhumbuzo Dube and Ritesh Ajoodha. Improving Library Book Retrieval By Using Topic Modeling.
IRTM 2021 (International conference on Interdisciplinary Research in Technology and Management
in association with Taylor & Francis, Kolkata, India. 26th -28th February, 2021
Blei, David M., Andrew Y. Ng, and Michael I. Jordan. "Latent dirichlet allocation." Journal of machine
Learning research 3.Jan (2003): 993-1022.
Blei, David M. "Probabilistic topic models." Communications of the ACM 55.4 (2012): 77-84.
Blei, David M., and John D. Lafferty. "Dynamic topic models." Proceedings of the 23rd international
conference on Machine learning. ACM, 2006.
Steyvers, Mark, and Tom Griffiths. "Probabilistic topic models." Handbook of latent semantic
analysis 427.7 (2007): 424-440.
Blei, David M., and John D. Lafferty. "Topic models." Text mining: classification, clustering, and
applications 10.71 (2009): 34.
H. Yu, C. Hsieh, H. Yun, S. Vishwanathan, I. Dhillon. In International World Wide Web Conference
(WWW), pp. 1340-1350, May 2015.
Scott Weingart. “Topic Modeling and Network Analysis”. November 15,
2011(http://www.scottbot.net/HIAL/index.html@p=221.html)

Automatic Lecture, Tutorial, and Laboratory University Venue
Allocation for Varying Class Sizes
Supervised by: Dr. Ritesh Ajoodha, School of Computer Science and Applied Mathematics
Degree: COMS or BDA
Introduction and Problem Statement
Prestigious universities, such as Wits University,
often have to facilitate large amounts of
students who are enrolled for different courses.
These course often require different learning
environments. For this, the university needs
many different venues for many different
purposes (e.g. lectures, tutorials, and labs). The
need for this infrastructure vary from school to
school who often become frustrated when
asked to utilise a venue that is not suited to the
needs of the lecturer and students.
In this research project you will be required to
build a system that optimises an assignment of
venues to different class sizes by considering the
distance from the respective faculty to various
venues; the seating capacity of these venues;
and the number of students per course.
Project Objective
Your system should be able to:
1. Optimize a list of assignments of venues
to
every
course’s
learning
environments.
2. Resolve venue clashes.
Research Outcomes
Upon completion of this project you should have gained the following research skills:
1.
2.
3.
4.

Formulate a heuristic search procedure.
Define a set of scoring functions to evaluate the quality of a total venue assignment.
Derive transition functions that manipulate a venue assignment.
Derive optimisation greedy hill climbing techniques to avoid plateau and saddle points, e.g.
tabu-list and random restarts.
5. Evaluate the performance of the learnt model using cross validation.
Additional and Related Reading
Koller, Daphne, and Nir Friedman. Probabilistic graphical models: principles and techniques. MIT
press, 2009.

Bishop, Christopher M. "Pattern recognition." Machine Learning 128 (2006): 1-58.
Appleton, D. R. "An interactive computer model of university room usage." Journal of the
Operational Research Society 24.1 (1973): 19-25.
Friedman, Nir. "Inferring cellular networks using probabilistic graphical models." Science 303.5659
(2004): 799-805.
Antonucci, Alessandro, Cassio Polpo De Campos, and Marco Zaffalon. "Probabilistic graphical
models." (2014).

Assisting Navigation: Detecting Influence of Traffic between
Braamfontein Roads
Supervised by: Dr. Ritesh Ajoodha, School of Computer Science and Applied Mathematics
Degree: COMS or BDA
Introduction and Problem Statement
Perhaps one of the most difficult
problems in Computer Science,
Statistics, and Philosophy is that of
inferring causation in observational
data. However, often structure
learning techniques give us a good
intuition of established causal
relationships by examining the
likelihood of potential structures given
the observable data.
In this research project we will attempt
to recover the structure of influence of
Figure 5 Google. (2017) [Google Map view of Braamfontein Roads].
Received January 30th, 2017, from http://maps.google.com.
traffic on a set of roads in
Braamfontein (e.g. Figure 2) using
synthetic data. For example, consider Figure 3 which presents such a structure. High traffic in Enoch
Sontonga Ave will directly affect the traffic condition on Jorissen, whereas the traffic conditions on
Yale Road has little to no influence on the traffic on Enoch Sontonga Ave. This research can be
extended to Masters and Ph.D. study.

Figure 6 Adapted from R. Ajoodha, "Computationally Tracking Influence in Time-series Observational Data". Unpublished
Manuscript, 2016.

NB: Although it is not required in this honours project, students can develop dynamic Bayesian
networks to represent the traffic condition of a road using something like Figure 4.

Figure 7 Adapted from R. Ajoodha, "Computationally Tracking Influence in Time-series Observational Data". Unpublished
PH.D. Manuscript, 2016.

Project Objective
Your system should be able to:
1. Recover the trails of traffic-influence between roads in a network using only observational
data.
Research Outcomes
Upon completion of this project you should have gained the following research skills:
1. Establish a set of observable random variables.
2. Explain the difference between constraint-based and score-based structure learning.
3. Explain what is meant by conditional independence, marginal independence, and dseparation.
4. Define the likelihood scoring function.
5. Constructing a structure prior by learning one or eliciting expert information.
6. Performing either a tree or graph structure search procedure.
7. Evaluate the performance of the learnt model using cross validation.
Additional and Related Reading:
Darren Blackwell and Ritesh Ajoodha. A Bayesian Approach to Understanding the Influence of Traffic
Congestion given the Road Structure. Sixth International Congress on Information and
Communication Technology (6th ICICT 2021) | 25 - 26 February 2021 | London, United Kingdom.
SPRINGER.
Ritesh Ajoodha and Benjamin Rosman. Discovery of Influence between Processes Represented by
Hidden Markov Models. The International IOT, Electronics and Mechatronics Conference
(IEMTRONICS 2020) in association with IEEE Vancouver section, Vancouver, Canada/
https://ieeexplore.ieee.org/document/9216439. DOI: 10.1109/IEMTRONICS51293.2020.9216439.
Electronic ISBN: 978-1-7281-9615-2 Print on Demand(PoD) ISBN: 978-1-7281-9616-9
Tamlin Love and Ritesh Ajoodha. Building Undirected Influence Ontologies Using Pairwise Similarity
Functions. 2020 International SAUPEC/RobMech/PRASA Conference. IEEE, 978-1-7281-4162-6/20,
2020. DOI: 10.1109/SAUPEC/RobMech/PRASA48453.2020.9040984.
https://ieeexplore.ieee.org/document/9040984
Sachs, Karen, et al. "Causal protein-signaling networks derived from multiparameter single-cell
data." Science 308.5721 (2005): 523-529.

Friedman, Nir, Iftach Nachman, and Dana Peér. "Learning bayesian network structure from massive
datasets: the «sparse candidate «algorithm." Proceedings of the Fifteenth conference on Uncertainty
in artificial intelligence. Morgan Kaufmann Publishers Inc., 1999.
Tsamardinos, Ioannis, Laura E. Brown, and Constantin F. Aliferis. "The max-min hill-climbing Bayesian
network structure learning algorithm." Machine learning 65.1 (2006): 31-78.
Larranaga, Pedro, et al. "Learning Bayesian network structures by searching for the best ordering
with genetic algorithms." IEEE transactions on systems, man, and cybernetics-part A: systems and
humans 26.4 (1996): 487-493.
Heckerman, David, Dan Geiger, and David M. Chickering. "Learning Bayesian networks: The
combination of knowledge and statistical data." Machine learning 20.3 (1995): 197-243.
Koller, Daphne, and Nir Friedman. Probabilistic graphical models: principles and techniques. MIT
press, 2009.

