The Effects of Data Augmentation on Convolutional
Neural Network Performance in Plant Disease
Recognition
Supervised by Dr Ritesh Ajoodha, School of Computational and Applied Mathematics, University of the Witwatersrand, Johannesburg, South Africa, and
Dr Ashwini Jadhav, Science Teaching and Learning Unit, University of the Witwatersrand, Johannesburg, South Africa

Charlotte Savage
School of Computer Science and Applied Mathematics
University of the Witwatersrand
Johannesburg, South Africa
1079415@students.wits.ac.za

Abstract—As climate change threatens to decrease agricultural
yields, we need to develop effective ways to reduce crop losses,
such as accurate and early detection of plant pests and diseases.
Convolutional Neural Networks (CNNs) perform this task with
incredible accuracy, though this falls considerably when these
models are tested on unseen datasets. This decline can be
addressed by increasing the number and diversity of images
contained in the datasets used to train the network. However,
creating a large enough dataset of original photographed and
labeled images for CNN training is incredibly resource intensive.
This paper investigates the use of alternative, synthetic dataset
augmentation methods, specifically inbuilt Pytorch methods, to
increase the size of training datasets and the effect of this
augmentation on final model accuracy. The accuracy of models
trained on these datasets is tested by deployment on unseen
images. It is found that Pytorch-based synthetic dataset augmentation methods applied to training sets effectively increase model
accuracy in the EfficientNet CNN. They are therefore a pivotal
tool in CNN research, especially by eliminating the resourceintensive process of hand-creating brand-new test images.
Index Terms—Machine learning, Convolutional neural networks, Pytorch, EfficientNet, Image augmentation, Plant disease
recognition

I. I NTRODUCTION
Anthropomorphic climate change poses an ever-increasing
threat to food security. One way to ensure better crop yields
is early and accurate identification of diseases present on
agricultural crops. While these can often be readily recognised
visually, this requires expert knowledge and is not always
practicable on the scale required [1]. Therefore, mobile tools
capable of accurate disease recognition would contribute significantly in this area.
One of the best-established methods for plant disease recognition is the use of Convolutional Neural Networks (CNNs).
CNNs are based on convolutional processes (or filters) that
capture information from image pixels and use this to infer
patterns in the images overall [2]. They need to be trained
on very large numbers of images of the target classes to
ensure good accuracy [2]. Well-trained CNNs show impressive
accuracy in recognising plant diseases in unseen experimental
test sets, but fail considerably on completely novel sets of

images with more noise than or other dissimilarities to the
training images [2]. Current best-in-class models can also take
a significant amount of time to train owing to high parameter
numbers [4]. It is therefore important to examine how CNNs
can be improved for better speed and accuracy.
Well-trained CNNs are impressively accurate, but this is
dependent on extensive training time and sufficient diversity in
the dataset of training images [2] [3]. A review of 19 studies in
this area emphasised the need for more standardised machine
learning protocol use, especially the splitting of datasets into
training, testing and validation sets [1]. Additionally, CNN
training can be incredibly computationally expensive, and the
final models can be too big to deploy on mobile tools [7].
To increase the number and diversity of training images,
studies have applied linear, affine and other image transformations to images to create ‘new’ images and therefore inflate the
base dataset [9] [15]. This can also address class imbalances,
resulting in more accurate final models [8]. Training sets of
limited size and variety will hinder the dissemination of CNN
technology, and thus its overall usefulness [9].
This paper therefore investigates the use of image processing methods to improve a specific lower-parameter and fasttraining CNN for plant disease recognition, especially with a
view to contributing towards a mobile tool for this purpose.
In particular, it examines the effects of inbuilt Pytorch-based
image augmentation techniques on the accuracy of an EfficientNet model, and evaluates these by deployment on test
sets of unseen images.
This paper employs colour images from the PlantVillage
dataset to train an EfficientNet B0 model [5] [6]. This dataset
has some class imbalances, but it is one of the largest and most
widely-used open-source datasets in plant disease recognition
research, and is therefore highly useful for CNN training and
testing in this area [1]. Images are processed for model training, then different augmentation sets are defined and applied
to the training dataset to synthetically increase the amount
of training data. Each of these augmented datasets is used to
refine the parameter weights of a pre-trained EfficientNet B0
model. Transfer learning is used to speed up training times

and increase accuracy.
As feature selection is considered an inefficient way to
improve CNNs, hyperparameter tuning is carried out to optimise model performance [2]. The results are then measured
by training time, and the loss results and model accuracy on
the validation and test sets are measured and compared. Kfold cross validation is used to validate the results of the three
best-performing models.
This research contributes to the understanding of the efficacy of EfficientNet, and CNNs in general, when image
transformations are systematically used to increase the size
of and variety of images within training datasets. This paper
demonstrates the value of this model in achieving both high
accuracy and smaller resultant model sizes, indicating potential
use in a mobile tool for plant disease recognition.
This paper is structured as follows: Section II discusses
the background knowledge related to this work. Section III
discusses related work in this research area, and in particular
the problem areas identified. Section IV outlines the research
methodology, including the deployment environment, dataset,
model structure and evaluation techniques. Section V details
the results, and section VI concludes with a discussion and
potential areas of future research.
II. BACKGROUND
A. Convolutional Neural Networks
CNNs are a type of artificial neural network that are formed
by combining convolutional layers, pooling layers and fully
connected layers [7].
Images are fed through convolutional layers where they are
‘read’ pixel by pixel. Image information obtained in this way
is then collated and represented with a tensor. This is then
normalised and sent to a pooling layer, where it is resampled
and transformed to be sent into a subsequent layer. Various
convolutional layers generate different representations of the
image information, and more layers are added to generate
a deeper hierarchical understanding of image features [1].
The final layer is a fully-connected layer which compiles the
information to make an overall prediction of the image’s class.
This is rendered into a probability in [0, 1] by an activation
function.
A CNN layer can be thought of as a resultant tensor Y i ,
Y i = F i (X i )
where
• F i is an operator
• X i is the input tensor of layer i, with dimensions
⟨H i , W i , C i ⟩
where H i and W i are spatial dimensions of the tensor
and C i is the channel dimension
• Y i is the output tensor of layer i that is passed on to layer
i+1
Tan and Le define a CNN, N as “a list of composed layers”,

N = F k ⊙ ... ⊙ F 2 ⊙ F 1 (X 1 )
or
N=

s
K

L

Fi i (X i )

i=1

Where Li is the number of times that layer F i is repeated in
stage i [6]. Once specific resource constraints are known, such
as Li length, or C i number of channels, this can be formulated
as an optimisation problem, seeking the maximum accuracy
subject to given constraints.
The overall model produced by a CNN is then used to
classify unseen images. Model accuracy is characterised by
a loss function, determined by an optimiser, that quantifies
the difference between the actual class and the predicted class
of a particular image.
CNNs have been shown to produce highly accurate predictions, but often take immense amounts of time and computational power to train because of their computational
complexity, requiring very large training datasets to produce
respectable working accuracy [10]. They can also be prone to
overfitting and can learn to classify based on features that are,
in fact, irrelevant for the task at hand [11]. In order to combat
this, the size and type of both the network and dataset used
for training have to be carefully considered [15].
Importantly, CNNs intrinsically extract the important features of a dataset without hand-engineering required [12].
Therefore, the most impactful aspects of model design are
the architecture of the network itself and its hyperparameters,
namely:
• model layers: convolutional, pooling and normalisation
• dropout rate
• learning rate
• optimiser
• batch size of images
• number of epochs for training
• activation function
B. EfficientNet
A new kind of CNN, EfficientNet, was proposed in 2019
[6]. The aim of this network was to optimise scaling in the
main areas of CNN architecture - width, depth and resolution,
where
• depth refers to the number of layers in a model;
• width relates to the size of feature maps or number of
channels in the layers; and
• resolution refers to the resolution of the image input to
the model.
The authors discovered that by using a compound coefficient
for model scaling, they produced a highly efficient network
that delivered accuracy similar to other best-in-class models
with a significantly pared-down number of parameters [4]. As
the scaling coefficient can be changed, this gives rise to a
group of EfficientNet models, named EfficientNet B0 to B7.

Significant research has been done on EfficientNet to evaluate
its performance, but more investigation is required to fully
understand its potential.

All datasets were labeled by plant experts, meaning annotation was accurate and reliable.
Table I
S TUDIES , DATASETS AND AND TRAIN / VALIDATION / TEST SPLIT

C. Augmentation
Methods of dataset augmentation are of particular importance in plant disease recognition where well-sized, widelyavailable, and accurately annotated datasets are in relatively
short supply [10]. Augmentation is the process of using
transformations to generate additional data from existing data
[15]. For example, if you take an image and rotate it by 45
degrees, a model will “see” those images as two different
images. This is a way to increase training dataset size to a
scale that is satisfactory for CNN training without taking the
time and resources necessary to produce brand new images.
However, though the network “thinks” that the original image
and its rotated version are two separate images, they remain
realistically similar, meaning that a lack of diversity in the
training images can still be a problem [10].
III. R ELATED W ORK
A. Data
CNN performance is highly dependent on the dataset used
for training [7]. Therefore, studies in this area pay particular
attention to image sources, collection practices and dataset size
[1].
PlantVillage is one of the most popular datasets used for
CNN training in this area, see table 1 below. It is an opensource dataset of 54,305 images of 14 different plant species
with 38 different classes, showing both healthy and diseased
plants (see Figure 1) [5]. All labelling has been done by
experts. The PlantVillage images are taken in controlled conditions, showing single leaves on fairly uniform backgrounds,
which can hamper model generalisation [9].
In terms of image processing, all studies used some kind
of preprocessing to standardise, normalise and resize images
for CNN input. Studies have used image segmentation and
grayscaling to create different datasets for training purposes,
finding that they did not significantly improve model performance [2] [4].
Augmentation is pivotal in securing a sufficiently large and
varied dataset [1] [9]. Studies used a selection of geometric transformations (rotation, mirroring, clipping), intensity
transformations (contrast, brightness and saturation), noise
injection, and PCA colour augmentation to increase dataset
size and introduce more variety to the images [3] [7] [8] [9]
[16].
Some studies used no augmentation, and relied instead on
central crop and histogram equalisation for initial standardisation, or an expanded dataset size and image variety to secure
CNN performance [13] [14].
More recent studies have used both traditional augmentation
as well as a Generative Adverserial Network (GAN) to create
original images from existing images [10]. This ensured a
greater amount and variety of training images.

Study

Dataset

Dataset size

Train/val/test split%

[2]
[3]
[4]
ibid.
ibid.
[8]
[9]
[10]
[11]
[12]
[13]
[14]
[16]

PlantVillage
Own(multiple crops)
PlantVillage
PlantVillage
PlantVillage
PlantVillage
Own(multiple crops)
PlantDisease
PlantVillage
PlantVillage(maize only)
PlantVillage and own
Augmented PlantVillage
Augmented PlantVillage

54,305
4,483
54,305
54,305
54,305
54,305
1,383
79,265
54,305
2,000
2,200
87,848
55,448

80/0/20
92/0/8
80/0/20
70/0/30
60/0/40
90/6/4
80/0/20
80/0/20
80/0/20
70/0/30
80/0/20
80/0/20
90/7/3

B. Models and hyperparameters
As stated before, the actual network architecture, made up
of the number of layers and specific hyperparameters, has a
far greater influence on overall performance than traditional
feature tuning [13]. Therefore, studies focused on adjustments
to batch sizes [8], dropout rate [8] [9] [13], number of epochs
[3] [4] [8] [9], activation function and overall network [3] [14].
Another important piece of CNN deployment is whether the
network is trained from scratch or uses weights from a pretrained network that are then adapted to the problem at hand,
known as transfer learning [2]. As learning from scratch is
significantly resource intensive, the majority of studies used
transfer learning.
In contrast, other studies designed their own CNNs for the
task and trained them from scratch [8] [13]. However, they
did not show significantly greater final accuracy than extant
networks.
EfficientNet has not been as extensively tested in this area
because of its recent invention. The whole range of EfficientNet architectures (B0 - B7) have been compared against
leading CNNs in the same experimental set up, with positive
results (see Table II) [4] [16].
C. Metrics and results
All models were evaluated using an accuracy measure,
predominantly the F1 score [1] [7]. The F1 score is widely
used as it combines both precision and recall, detailed below.
F1 is in the range [0,1], and a higher F1 score indicates a
higher accuracy.
• Precision:
T rue P ositives
T rue P ositives + F alse P ositives
• Recall:
T rue P ositives
T rue P ositives + F alse N egatives
•

F1 score:

2 ∗ P recision ∗ Recall
P recision ∗ Recall

Table II demonstrates the range of accuracy in CNNs trained
on PlantVillage and related datasets. In two separate studies,
EfficientNet B0 is shown to be comparable and superior
to other best-in-class CNNs, including GoogLeNet, ResNet,
DenseNet and AlexNet. These latter networks have significantly higher parameter counts and training times, so this
demonstrates that EfficientNet is a highly competitive CNN
choice.
Table II
S TUDIES , M ODELS , VALIDATION ACCURACY
Study

Model

Accuracy%

[2]
ibid.
[3]
[4]
ibid.
ibid.
[8]
[9]
[10]
ibid.
ibid.
ibid.
ibid.
[11]
ibid.
[12]
ibid.
[13]
[14]
[16]
ibid.
ibid.

AlexNet
GoogLeNet
AlexNet
InceptionV3
InceptionResNetV2
EfficientNetB0
Own design
GoogLeNet
AlexNet
VGG19
InceptionV3
DenseNet 201
ResNet 152
GoogLeNetBN
InceptionV3
InceptionV3
Shallow CNN
Own design
VGG
AlexNet
ResNet50
EfficientNet B0

99.2
99.3
96.3
98.92
99.47
99.75
96.5
91-94
90.5-99.13
91.21-99.31
92.57-99.74
92.93-99.81
93.27-99.75
98.83
99.01
64 (f1 score)
94 (f1 score)
97.13
99.5
99.45
99.77
99.81

IV. R ESEARCH M ETHODOLOGY
All experimentation was programmed in Python and deployed in the Google Colab environment, using their GPU
hardware accelerator functionality. This meant that the GPU
for the model training and evaluation was not consistent, as
GPU allocation in Google Colab depends on availability.
Specifically, the Pytorch, torchvision and sklearn Python
libraries were used to create and deploy the CNN and its
evaluation metrics. The EfficientNet pytorch library, efficientnet pytorch, was used for the model architecture [17].
A. Data
For this research, the PlantVillage dataset was selected
because of its prevalence in current research, permitting easier
comparison of results. It was used in its original form of
54,305 images of 14 plant species, with 38 classes in total
of plants both diseased and healthy. Only colour images were
used. In general, the images are of relative uniformity, taken
in controlled conditions with a similar grey background (see
figure 1).
The total dataset was split into three sets, training, validation
and testing, in a ratio of 80:10:10, in line with Machine
Learning best practices [1]. The overall numerical split was:
training set of 43,429, validation set of 5,438 images, and test
set of 5,438 images.

Figure 1. PlantVillage sample images with associated class. This displays
the wide variety in colour, shape, lighting and orientation in different classes.
The backgrounds are kept relatively noiseless so that the leaf shape can be
more easily ’read’ by the convolutional layers.

All images underwent the following preprocessing:
• resizing to a uniform 224x224 pixels,
• normalisation using the mean and standard deviation
calculated from an 8000-image random sample of the
dataset,
• centred crop for clarity of the image, and
• transformation into a tensor.
The following augmentations were used in the experimentation, deployed in various batches:
• random rotation by +45, -45 degrees
• random rotation by +30, -30 degrees
• random crop, then resized to 224x224 pixels
• random horizontal flip
• random sharpness adjust
• colour jitter
• Gaussian blur

Figure 2. Images resulting from Batch 2 transformations. The model will
consider these images as different to and separate from their reference image,
thus creating more variety in the training set.

The following batches of augmentations were implemented
to create separate training sets of different varieties, besides
the initial set of training images with no augmentations:
Batch 1:
• random rotation by -45, +45 degrees
Batch 2:
• random rotation by -45, +45 degrees
• random resized crop to 224x224 pixels
• random horizontal flip (probability of 0.5)
Batch 3:

random rotation by -45, +45 degrees
random rotation by -30, +30 degrees
• random resized crop to 224x224 pixels
• random horizontal flip (probability of 0.5)
Batch 4:
• random adjust sharpness (probability of 0.5)
Batch 5:
• random rotation by -45, +45 degrees
• random rotation by -30, +30 degrees
• random resized crop to 224x224 pixels
• random horizontal flip (probability of 0.5)
• random adjust sharpness (probability of 0.5)
• Gaussian blur
• colour jitter

•

•

B. Model
In order to minimise the network size but retain performance, a pre-trained Efficientnet B0 model was chosen
for the classification task and was trained on each distinct
dataset. EfficientNet B0 has been shown to produce stateof-the-art (SOTA) accuracy while being significantly more
computationally efficient than other SOTA networks (see [4],
[6]). In particular, its lower parameter count and fast training
time can help show the impact of data augmentation more
quickly and clearly. Since it was only introduced in 2019, it
requires further testing to understand its efficacy in different
areas.
All models were trained on a transfer learning basis to
reduce time and computational expense. Transfer learning has
also been shown to increase model accuracy [2].
A new classifier function was defined to accommodate the
desired activation function (ReLU) and the required 38 classes.
See Figure 3.

C. Evaluation
The evaluation used was average final model prediction
accuracy on validation sets and test sets. This is calculated
within Pytorch, and represents the average of
N umber of correct predictions
T otal number of predictions
taken over all the passes of the network. This was verified
using k-fold cross validation on the top 3 models, with k =
3. The validation loss and accuracy at the final step for each
model training are also provided for reference, see Table III.
V. R ESULTS
The EfficientNet B0 model with pre-trained weights was
loaded and trained for a single epoch on the various image
datasets defined by the batches above, including a run on
the original, unaugmented dataset. The results are tabulated
in Table III and Table V.
Table III
AUGMENTATIONS , VALIDATION LOSS AND ACCURACY
R EADINGS FROM FINAL STEP IN TRAINING EPOCH
Batch no.
No augmentation
Batch 1
Batch 2
Batch 3
Batch 4
Batch 5

Final val loss
0.134
0.115
0.095
0.100
0.067
0.140

A Cross-entropy loss function was used, as this is a standard
loss function for EfficientNet training [4] [6].
Batch values between 16, 32, 64 and 128 images were
tested, with RAM limitations dictating the final choice of a
batch size of 64 images. Owing to limitations on GPU and
training time available, the number of training epochs was limited to 1, making up 565.67 or 566 training forward/backward
passes or steps for a batch size of 64. Each epoch took about
an hour to run, with precise training times listed below.

training time (s)
3073
3328
3323
3660
3217
3854

Table IV
AUGMENTATIONS , T EST LOSS AND T EST ACCURACY
M ODELS TRAINED ON BATCHES DEPLOYED ON TEST SET
Batch no.
No augmentation
Batch 1
Batch 2
Batch 3
Batch 4
Batch 5

Figure 3. Customised classifier for the PlantVillage dataset and EfficientNet
model - 1280 is the input amount for the EfficientNet B0 classifier; the class
number has been adjusted as needed, and ReLU activation function used for
probabilities

Final val accuracy%
96.3
96.2
97.1
96.7
97.9
95.5

Avg test loss
0.122
0.073
0.107
0.118
0.142
0.117

Avg Test Accuracy %
96.2
97.6
96.5
96.0
95.4
96.2

Loss graphs are presented for the 3 datasets that trained the
models with the highest test accuracies, compared with the
loss of the non-augmented dataset in Figure 4.
K-fold cross validation was performed on the 3 datasets:
the 2 highest-performing, and the lowest performing. Training
loss, Validation loss and accuracy are in this case are taken
from averaging all values over all 3 folds.
Table V
K- FOLD CROSS VALIDATION RESULTS ON 3 AUGMENTATION BATCHES
Batch no.
Batch 1
Batch 2
Batch 4

Training loss
0.010
0.027
0.040

Validation loss
0.122
0.207
0.224

Accuracy %
96.3
94.6
93.3

across all models in the k-fold cross-validation, which shows
that the model is overfitting after training for 3 epochs (the
number used in the cross-validation). The hyperparameters
were not extensively tested, so this result could change with
some further hyperparameter tuning. While the training loss
decreased significantly in the cross-validation, the validation
loss grew and accuracy decreased notably for all three tested
models, though mostly for the Batch 2 dataset and the Batch
4 dataset.
Importantly, this model has much faster training times in
comparison to other SOTA CNNs such as ResNet or DenseNet,
while nevertheless displaying similar accuracy in a similar
testing set up. This is owing to the much smaller amount of
parameters, thanks to the compound scaling coefficient.
Overall, EfficientNet shows great promise, much quicker
training, and very high accuracy when combined with a dataset
with appropriate augmentations. the results here compare
favourably with and validate previous studies [4] [16]. This
shows that augmentation is a key step in model training.
However, it is important to define a stopping criterion to avoid
overfitting.
VII. F UTURE WORK

Figure 4. Graphs showing running test losses from model trained on (from
top to bottom) non-augmented dataset, batch 1 dataset, batch 2 dataset, batch
5 dataset

VI. D ISCUSSION
From the results, it is clear that EfficientNet is a highperforming CNN and that augmentation shows significant
benefits in training an EfficientNet B0 model. Both validation
and test losses were consistently lower after augmentations
were applied than in the case of no augmentation, except in
Batch 5 for the validation set, and Batch 4 for the test set. It is
important, however, to remember that the model was trained
for 1 epoch only. This means that the model must be observed
carefully during training to avoid overfitting.
The best result in terms of test loss and test accuracy is
also the simplest augmentation batch tested - Batch 1, random
rotation only. This augmentation dataset consistently produces
a well-trained model, as it has a comparable accuracy in the kfold cross validation, though the validation loss has increased
in this case. There was a clear increase in validation loss

Further research will be useful in establishing the overall
performance and characteristics of EfficientNet and improving
these results.
First, all experimentation was performed on Google Colab,
which is imperfect in timing and GPU consistency. In the future, a more stable deployment environment will be necessary
to gauge accurately the amount of time taken, and to maintain
a consistent GPU for reliable comparison.
With more computational power, more folds and epochs can
be carried out in the k-fold cross validation. This will provide
a better understanding of the point at which the model starts
to overfit, and whether this applies to all models trained on
all batches of augmentations.
ROC and AUC curves must also be plotted to get a better
understanding of the prediction accuracy of the models. This
is a binaristic measure and therefore must be plotted class by
class. Another important issue to address is class imbalances
in the PlantVillage dataset and their effects on the model
training. This must be targeted class-by-class, requiring a
focused augmentation code that will bring all classes within
a reasonable amount of each other. This dataset can then be
used to train models, and the results compared.
Additionally, testing on a completely unseen and original set
would be useful. This is difficult because of the effort needed
to create such a dataset since labelling/annotation requires
expert input in this field. However, it would be a true test
of the efficacy of this tool in the field.
Finally, and most excitingly, exploring the use of GANs to
create completely new data from existing data. This could lead
to truly varied datasets that could be used to train even better
models that will perform satisfactorily on completely original
images.
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classification
using
EfficientNet
deep
learning
model,”
Ecological Informatics, vol.61, p.101182, 2021, available at:
https://doi.org/10.1016/j.ecoinf.2020.101182.
[17] L. Melas, ”efficientnet pytorch”, EfficientNet Pytorch implementation,
Python library, available at: https://github.com/lukemelas/EfficientNetPyTorch

