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Abstract—Music genre classification has presented itself as a big
issue in the modern distribution of music, due to the digital
shift of music distribution. This is primarily due to the nature
of genres being somewhat subject to interpretation and there
being a blurred definition between transitions in different genres.
Deep learning models have grown in popularity in recent years,
and this paper intends to compare the classification of music
genres using a deep-learning convolution neural network to five
traditional classifiers. The study uses spectograms and contentbased feature selection. The experiments are performed on the
GTZAN dataset with the prediction on test data showing a 56%
accuracy.

aim to try various other methods in an attempt to improve
results.
Solving this problem would improve the overall accessibility
of music. Having an accurate music genre classifier would
mean we could confidently sort music by genres, which would
allow us to give better music recommendations based on
genres, a better understanding of genre fluidity by individual
users and last, what fundamentally makes a genre unique and
uniquely identifiable.

Index Terms—Music genre classification, feature representation,
feature selection, spectrograms

In response to the stagnation in performance gains in accurate
genre classification, the purpose of the paper is to explore
deep-learning models in order to see if any performance gains
can be made using techniques from this continually growing
field. This comes with a growing interest to expand the reach
of deep-learning in real world situations, as its usage has often
broadened our understanding of particular subjects.
The hypothesis presented, is that in converting musical signals
to 2-dimensional images called spectrograms, we can use
convolutional neural networks to classify music based on
properties that are apparent in the spectrograms in order to
obtain more accurate genre classification accuracy. Would the
use of a convolutional neural network on spectrograms, lead
to improved music genre classification accuracy in comparison
to already existing traditional machine learning classifiers.

I. I NTRODUCTION
Human beings, like no other animal, have been blessed with
the ability to compose music. To this end, with every musical
technological advancement, we have aimed to improve our
abilities to compose music and understand its composition.
Genres are a way in which we compartmentalize music based
on styles that are often discernible to the human ear. Genre
classification is one of several approaches for categorizing
music, which also includes artist and mood classification.
These other methods use methods based on the similarity
of the music meta-data but genre provides the culturally
sanctioned advantage in it’s classification that is more useful
for music classification. However can machine learning models
classify music in the same manner.
In the subject of automatic music classification, categorizing
music by genres remains a challenge. This is due to the
continuous evolution of music over the years, and the fusion
of music across genres, blurring the line between one genre
and another. Today’s music companies and corporations, like
Spotify have huge libraries of music hosted on the internet.
These libraries host a variety of different music which needs
to be sorted by genre, and with the evolution of music, this
has become a more and more difficult task.
A. Purpose Statement
Previous attempts have been made to solve this problem with
some classifiers showing high degrees of accuracy [1], but I

B. Research Statement

II. R ELATED WORK
A. GTZAN dataset
The GTZAN dataset is the most used dataset in the subject
of music genre recognition (MGR), having appeared in 100
works as June 2013 [2]. It consists of 1000 music samples
of 30 seconds in duration separated into 10 genres with each
genre having 100 samples each. The genres it consists of are
Blues, Classical, Country, Disco, Hip hop, Jazz, Pop, Metal
Rock and Reggae [3]. As such, there has been some research
into the integrity of the dataset in its usage for MGR. The
dataset has been criticized for its usefulness with a lot of recent
publications on MGR using different datasets, but the dataset
had seen more use in the last 3 years, as of 2013, than its first

8 years of existence [2]. A greater question of usefulness may
be brought on by challenging the aims of the published work.
This being whether or not genre classification is a simplistic
approach to music categorization [2]. This is something that
is talked about thoroughly [4], but that is a more subjective
topic that will not be covered in this passage.
Faults are to be expected in a dataset of any substantial
size and GTZAN is no exception. There are 3 major types
of faults in the GTZAN dataset as repetitions, mislabellings
and distortions [2]. Of these there were 13 repetitions, 93
mislabellings and only one severely distorted sample of a song.
These are faults that will affect evaluations of systems, and
some worse than others [2]. Having considered all things, there
aren’t any major reasons why the GTZAN dataset should be
discarded in its use in the subject of MGR.
B. Spectrogram features
Spectrograms are graphical representations of an audio waveform in two dimensions. The time axis is represented by the
x axis, and the frequency axis is represented by the y axis.
Instead of the y-axis representing MEL frequency bins, audio
signals can be turned into MEL spectrograms.

– Root Mean Square Energy: After taking the root
mean square of a discrete-time signal, it is the value
of the energy.
– Zero Crossing Rate: The rate at which the sign of
a discrete-time signal changes.
– Tempo: Refers to the musical piece’s speed, which
is measured in beats per minute. Because the tempo
of a piece of music might change over time, it should
be aggregated using the mean of various frames in
the composition.
Features derived directly from the audio signal are known as
time domain features.
D. Classification models
Based on the literature, there are some deep-learning and
traditional machine learning models we will consider in this
paper for various reasons. We will consider:
•

•

C. Content based features
Raw audio signals are used to extract content-based characteristics. Mean, standard deviation, variance, feature histograms,
MFCC aggregation, and area moments can all be used to
describe these characteristics. The time domain and frequency
domain can be used to divide content-based features.
•

Frequency Domain Features: We use a Fourier transform
To translate an audio stream into the frequency domain.
Following that, the following features can be retrieved.
– Mel-Frequency Cepstral Coefficients: The Melfrequency cepstrum is made up of these coefficients.
These are derived from the audio signal’s cepstral
represent.
– Chroma: It’s a 12-dimensional vector in which
each dimension represents one pitch class. It can be
thought of as a distribution of pitch classes, with each
dimension’s value representing both the number of
occurrences and the energy of that pitch.
– Spectral Centroid: For a particular frame, it is the
frequency at which the most energy is concentrated.
It depicts the spectral energy’s center of magnitude.
– Spectral Bandwidth: The spectral bandwidth of
light is defined as the band width of light at half
of its maximum value.
– Spectral Roll-off: a frequency bin below which the
Short Time Fourier Transform’s cumulative magnitudes equal a specific percentage of the total sum of
magnitudes.

•

•

Features derived directly from the audio signal are known
as time domain features. These are:

•

•

•

Support Vector Machines (SVM): This converts the
inputs to a higher dimensional space [5]. SVM classifiers
have demonstrated an 83% accuracy on the GTZAN
dataset [1].
Logistic regression: LR classifiers are commonly used
in classifications of a binary, zero or one nature. So in
the context of music genre classification, an LR can be
implemented in a one and not the other manner. LR
classifiers have demonstrated an accuracy of 81.00 [1].
K-nearest Neighbours (KNN): KNN algorithm can classify music based on proximity or similarity of songs
in terms of the properties the features that were chosen demonstrate. This is done by grouping songs that
display similar properties in neighborhoods where those
properties are most prominent. KNN classifiers have
been reported with an accuracy of up to 72.80% on the
GTZAN dataset [1].
Multilayer Perceptron (MP): MPs are forward propagating neural networks. Neural networks are machine
learning models made to mimic the human brain. MPs are
generally used to classify where they recognise patterns
within an numerical data and give a classification as an
output. MPs can work on multiple forms of data as long
as it can be converted to be numerical data. MP classifiers
have demonstrated a 75.2% accuracy on the GTZAN
dataset [1].
Random forest(RF): Random forests are supervised
learning procedures. It works on the ”divide and conquer”
method, which is simple yet effective: create a randomized tree predictor for each little bit of data, then paste
(aggregate) these predictors together [6]. Rf classifiers
have shown an accuracy of 75.7% on the GTZAN dataset.
Convolutional neural network(CNN): CNNs are a sort
of learning neural network that are commonly used in
computer vision to recognize objects and patterns in
images. CNNs have shown an accuracy of 66.5% on the
GTZAN dataset [7]. CNNs can be broken down into three
key components:

– Convolution: The matrix filter applied over a given
image or spectrogram.
– Down Sampling: This step is essential to minimize
the feature map’s processing time and storage.
– Activation functions: Given an input or set of
inputs, determines the output of that node A function
that calculates
E. Previous work
Deep learning models made a name for themselves in the field
of computer vision, when CNNs displayed groundbreaking
results in the ImageNet competition in 2012 and so since, have
become the standard in the field [8]. This progress has not
gone unnoticed in other fields of research as the benefits span
multiple disciplines. Researchers in music genre classification
looked to take advantage of these breakthroughs as traditional
methods of music genre classification were reaching points of
plateau [1].
CNNs have already proven some degree of success in music
genre classification showing an 66% accuracy, but falling short
of traditional probabilistic classifiers like the Linear logistic
regression model showing an 81% accuracy, with classifiers
having been tested on the GTZAN dataset [7] [1]. The previous
papers do mention that results could be improved with feature
optimisation [7]. Among the methods, is using gray level
co-occurence matrix (GLCM) descriptors for musical feature
extraction from spectograms [9]. In the paper aforementioned,
they developed different types of GLCMs finding pitting them
against each other. The result was an accuracy of 72% having
performed the experiment on the same GTZAN dataset.

A. Data
A pre-processed GTZAN dataset was used in the task of
music genre recognition. The dataset is split into raw audio
data, spectrograms and content-based features. The data with
content based features is split into 3-second audio files and
30-second audio files. The 30-second audio files have 1000
samples while the 3-second audio has 10000 samples which
is 10 times more. All this data can be found here [12], with
the data being neatly packed into csv files for 3-second and
30-second audio files.
In this research, all repeated data points have been removed.
There are 26 points that have been accounted for in their
removal in the 30-second audio data and 266 in the 3-second
group of audio data. As for the mislabelled data points in both
of the previously mentioned datasets, the mislabelled data has
not been identified and neither has it been removed.
B. Features
Spectrograms from the provided dataset come in with a height
of 288 and a width of 432, however they come with a white
border [12]. In our research we cropped the spectrograms to
a size of 216 in height and 314 in width .

F. Confusion matrices
In a confusion matrix, the column (or row) detail the numbers
in the predicted class and the row (or column) detail the
numbers in the true class [10]. In a standard 2x2 confusion
matrix with four outputs, if an instance is positive and is
classified as positive, it is referred to as a genuine positive;
if it is negative, it is referred to as a false negative. If an
event is negative and defined as such, it is referred to as a true
negative; if it is positive, it is referred to as a false positive. The
major diagonal in the confusion matrix represents the correct
decisions [11]. That is, a really good classifier would have all
its positive instances classified as true positives and its negative
instances classified as true negatives. From this information we
can derive true positive and false positive rates that we need
if we want to plot a ROC curve. For the properties stated a
confused matrix are great evaluative methods at demonstrating
the effectiveness of a classifier.
III. M ETHODOLOGY
The methodologies and experiments used in this research
article are described in this section. This covers more dataset
preprocessing, feature selection, and implementation details
for the machine learning classifiers that were trained.

Fig. 1. Spectrogram of rock song

The following features are the ones used in the models:
TABLE I
TABLE SHOWING TYPES OF FEATURES AND HOW THEY ARE REPRESENTED

Feature
Tempo
harmony
Root mean square energy
Chroma
Spectral Bandwidth
Spectral Roll-off
Zero crossing rate
Spectral centroid
Direct MFCC features

Representation
Mean
Mean and Var
Mean
MFCC
MFCC
SD
MFCC
MFCC
MFCC

Dim
3
2
2
2
2
2
2
2
40

These are some of the more information dense features based
on previous studies. In the research The data was split 80%
for training and 20% for testing. On top of this the data is split
even further into 10-folds as a result of the cross validation
method.

C. Deep learning approach

prediction outcome

The input layer is followed by two convolutional blocks in
our CNN architecture, which was created with Keras. The
following are the components of each convolutional block:
•
•
•
•

p

convolutional layer using a 3x3 filter and 2x2 stride
LayerNormalization
relu activation function
max pooling with a 2x2 windows size

The convolutional blocks have a filter size of 8 and 16
respectively. The 2D matrix after the convolutional blocks
is flattened to a 1D array. Finally, the final layer is a dense
fully-connected layer that outputs the probabilities for each of
the ten label classes using a softmax activation function. The
categorized label for a given input is chosen from the class
with the highest probability. The loss is thus calculated using
the Categorical cross-entropy which is follows as follows:
Loss = −

C
X

total
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P′
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total

P

N

Fig. 2. Example of a simple confusion matrix

•

tn × log(sn )

n

tn is is either 0 or 1 based on whether a sample belongs to
a the class, denoted C. For each class C, si denotes the CNN
score for that particular class. Before computing the crossentropy loss, the softmax activation function is applied to the
scores. f(si) refers to the activations. The CNN was trained
using the spectrograms.

•

D. Traditional machine learning approach

•

The parameters used in the traditional approach can be found
in TABLE II. In this paper, the traditional machine learning
classifiers were implemented using the Scikit-Learn library.

n

Accuracy: TP-True positive,FP-False positive, TN-True
negative, FN-False negative. Accuracy is the percentage
of songs that were classified to the correct genre. It’s
calculated as follows:
TP + TN
Accuracy =
× 100
TP + TN + FN + FP
3-Repeated 10-Fold Validation Accuracy: After 10-fold
cross-validation on a model that has been repeated three
times, this is the model’s mean validation accuracy. This
is done to increase the classification accuracy of a model
and eliminate any bias in the data split.
Training time: The time taken to fit training data
to a model. The time is measured in seconds (s) and
miliseconds (ms).
IV. R ESULTS

TABLE II
T HIS TABLE CONTAINS THE PARAMETERS USED IN EACH RESPECTIVE
CLASSIFIER .
Classifier
Multilayer perceptron

Support Vector Machine
Random Forests
K-nearest Neighbours
Logistic Regression

Parameters used
hidden layer size = (29,10), activation = relu − > softmax, solver =
lbfgs
decision function shape = ovo
max depth = 10, random state = 0,
n estimators = 1000
n neighbors = 1
penalty = none, multi class =
ovr,solver = lbfgs

E. Evaluation Techniques
The following techniques may be used to evaluate the results:
•

Confusion Matrix: A matrix/table that is used for
describing the performance of a classifier when the
output values are known. When considering an instance
and a classifier, a confusion matrix gives four outcomes.

The outcomes of the experiments conducted for this study
are presented in this section. The results are analyzed and
evaluated in depth at the end of this section.

A. Classification results
Results for the 5 different classifiers are displayed in Table III
and Table IV. 3-Repeated 10-fold validation was performed on
all models in the table with the results for time coming from
the average time when fitting with the validation method, and
a column dedicated to displaying the accuracy obtained from
that method. This method helps avoid any sort of bias that
may come from the way the data is distributed. Both tables
display the type of classifier, the time taken averaged all over
the validation method, the validation results and the accuracy
of the classifier on the testing data that was split earlier. The
best performing classifiers for each respective dataset have a
confusion matrix of their results and are highlighted in Table
III and Table IV.

TABLE III
T HIS TABLE CONTAINS THE 5 CLASSIFIERS AND THEIR RESULTS USING
DATA FROM 30 SECOND AUDIO FILES
Classifier

Training
Time

Test Accuracy

0.62 s

3-Repeated 10Fold Validation
Accuracy
82.51%

Multilayer perceptron
Support Vector Machine
Random
Forests
K-nearest
Neighbours
Logistic
Regression

0.024 s

65.69 %

74.36%

2.95 s

68.72%

62.34%

0.38 ms

64.31%

69.23%

0.24 s

64.27%

68.72%

73.33%

Fig. 3. Confusion matrix for the 10 genres in the GTZAN dataset using the
support vector model on the 30 second feature set
TABLE IV
T HIS TABLE CONTAINS THE 5 CLASSIFIERS AND THEIR RESULTS USING
DATA FROM 3 SECOND AUDIO FILES
Classifier

Training
Time

Test Accuracy

3.29 s

3-Repeated 10Fold Validation
Accuracy
88.88%

Multilayer perceptron
Support Vector
Machine
Random
Forests
K-nearest
Neighbours
Logistic
Regression

1.46 s

74.66%

74.86%

23.69 s

80.24%

79.79%

0.144 ms

92.36%

93.05%

0.56 s

70.53%

72.69%

82.21%

The CNN was only trained using the spectrogram images as
input. TABLE V shows the number of epochs the model was
trained over, the loss from the testing and the accuracy on
the test data. Like the experiments before hand, the data has
been an 80/20 spilt with one 80% being training data and 20%
being the test data.

Fig. 4. Confusion matrix for the 10 genres in the GTZAN dataset using the
k-nearest network on the 3 second feature set

TABLE V
T HIS TABLE CONTAINS RESULTS FOR THE CNN ON THE SPECTROGRAM
DATA .
Classifier

Epochs

Test Loss

CNN

10

1.82

Test Accuracy
56.01%

Fig. 5. Confusion matrix for the 10 genres in the GTZAN dataset using the
CNN on the spectrograms

Fig. 6. Graph showing the validation data for the 10 genres in the GTZAN
dataset using the support vector model on the 30 second feature set

Fig. 7. Graph showing the validation data for the 10 genres in the GTZAN
dataset using the support vector model on the 3 second feature set

B. Evaluating results

may be due to the architecture of the traditional classifiers
being more well optimized while the architecture for the
CNN was custom developed. Better results may be obtained
with better optimization in that sense. Another limitation was
computational power. With more computational there could’ve
been more convolutional blocks and the CNN could’ve been
trained over more epochs.

Looking at the results we can see that the k-nearest neighbors
performed extraordinarily with a 93.05% accuracy on the test
data in the GTZAN dataset,on the 3 second audio files which
shows it’s viability in the use of music genre classification.
The validation data at 92.36% backs up the validity of the
classifiers performance. What is even more impressive is the
time taken for training which increases its viability in time
sensitive situations. The support vector machine performed
best on the dataset with 30 second audio files with a test
accuracy of 74.36% and a validation accuracy of 65.69%. The
time taken to learn with the model on that data was 0.024
seconds. The multilayer perceptron has has come second in
both the 3-second and 30-second data with a accuracy of
82.21% and 73.33% respectively but, with a slower time than
the most accurate classifiers on each distribution of data. The
time however is relatively decent for the multilayer perceptron
on each dataset.
Now looking at the results from the CNN, we see that the
accuracy was lower than that attained using the traditional
machine learning methods. The classifier, having trained on the
spectrogram data, obtained a test accuracy of 56%, which is
is lower than that obtained on any of the traditional classifiers.
This can be seen on TABLE V. This model however was
trained over 10 epochs.
V. C ONCLUSION
Music genre classification will continue to be a subject
of interest as the distribution of music shifts to digital
distribution. The aim is that this research can discover new
means in which to make genre classification more effective.
A. Main findings
The results found having run this research have lead to a
couple of trends and conclusions. With regards to the purpose
of the paper, comparatively, the deep-learning CNN performed
worse than the traditional machine learning classifiers. This

B. Secondary findings
The traditional models that run on the 3-second audio data
with 10000 samples, often outperformed the models on the
30-second audio data. The difference between them being the
amount of samples of each kind which shows the impact of
having more data. This is while considering that both the 30second and 3-second content based audio data were derived
from the same tracks of music. This begs the question, that
if the data could be broken into even smaller time frames of
possibly 30 seconds, would that lead to improved classification
results given the increased amount of samples or is there a
threshold.
The validation graphs show a decrease in validation accuracy
as there is more learning via cross-validation. However, it is
noticed that the test accuracy are higher than the validation
accuracy in tables III and IV so this may mean that as the
validation accuracy goes down, the model is more likely to
get better at predicting and analyzing. This thought has not
been tested in this research however.
There are flaws in the data however. We have mentioned
mislabels in the earlier section of the paper and the limited
amount of samples seems to have a considerable impact on
the performance of the classifiers.
Further research can be done into feature analysis and feature
selection which, considering its impact in most instances, may
have also improved the results of both the deep-learning model
and traditional machine learning models.
C. Contributions
This study contributed to the use of a CNN for music genre
categorization on the GTZAN music dataset. We look to

see if any improvements can be made in this field using
deep-learning models in the task of music genre classification.
VI. ACKNOWLEDGMENT
I would like to thank my supervisor, Ritesh Ajoodha for
his patience, understanding and mentorship. Learning from
home has been tough but he has been very considerate and
helpful throughout the whole year. I would also like to thank
my funders, BANKSETA, their financial support has allowed
me to focus on my work without having to worry about my
finances.
R EFERENCES
[1] A. Ritesh, K. Richard, and R. Benjamin, “Single-labelled music genre
classification using content-based features,” 2015 Pattern Recognition
Association of South Africa and Robotics and Mechatronics International Conference (PRASA-RobMech), pp. 66–71, 2015.
[2] B. L. Sturm, “The GTZAN dataset: Its contents, its faults, their effects
on evaluation, and its future use,” CoRR, vol. abs/1306.1461, 2013.
[Online]. Available: http://arxiv.org/abs/1306.1461
[3] ——, “An analysis of the gtzan music genre dataset,” in Proceedings
of the Second International ACM Workshop on Music Information
Retrieval with User-Centered and Multimodal Strategies, ser. MIRUM
’12. New York, NY, USA: Association for Computing Machinery, 2012,
p. 7–12. [Online]. Available: https://doi.org/10.1145/2390848.2390851
[4] C. McKay and I. Fujinaga, “Musical genre classification: Is it worth
pursuing and how can it be improved?” in Proceedings of the 7th
international society for music information retrieval conference : Proc.
ISMIR 2006, 10 2006, pp. 101–106.
[5] C. Cortes and V. Vapnik, “Support-vector networks,” Machine learning,
vol. 20, no. 3, pp. 273–297, 1995.
[6] G. Biau and E. Scornet, “A random forest guided tour,” Test, vol. 25,
no. 2, pp. 197–227, 2016.
[7] L. Dhevan and A. Ritesh, “Music genre classification: A comparative study between deep-learning and traditional machine learning
approaches,” 2020, https://www.riteshajoodha.co.za/publications/.
[8] K. Choi, G. Fazekas, and M. B. Sandler, “Explaining deep convolutional
neural networks on music classification,” CoRR, vol. abs/1607.02444,
2016. [Online]. Available: http://arxiv.org/abs/1607.02444
[9] T. Nakashika, C. Garcia, and T. Takiguchi, “Local-feature-map Integration Using Convolutional Neural Networks for Music Genre Classification,” in 13th Annual Conference of the International Speech
Communication Association (INTERSPEECH 2012). Portland, Oregon,
United States: ISCA, Sep. 2012, pp. 1752–1755.
[10] S. Yang and G. Berdine, “The receiver operating characteristic (roc)
curve,” The Southwest Respiratory and Critical Care Chronicles, vol. 5,
no. 19, pp. 34–36, 2017.
[11] T. Fawcett, “An introduction to roc analysis,” Pattern Recogn.
Lett., vol. 27, no. 8, pp. 861––874, Jun. 2006. [Online]. Available:
https://doi.org/10.1016/j.patrec.2005.10.010
[12] A.
Olteanu,
“GTZAN
dataset,”
2019,
https://www.kaggle.com/andradaolteanu/gtzan-dataset-music-genreclassification[Accessed: 11.05.2021].

